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The Strategic Pivot of Enterprise Identity

The enterprise operating model is undergoing a profound structural 
transition, driven by the rapid proliferation of autonomous digital 
co-workers. Globally, the volume of agentic artificial intelligence 
(AI) deployments is projected to reach 2.3 billion agents within the 
next two years. This transition represents a fundamental shift from 
static, human-operated software tools to a dynamic, non-human 
workforce capable of executing complex workflows, accessing 
highly sensitive databases, and committing corporate resources 
without real-time human oversight. 
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The rapid expansion of agentic AI has compressed the timeline of operational vulnerability. In legacy 

environments, the window between the discovery of a security vulnerability and its active exploitation typically 

spanned days or weeks; today, automated script execution and AI-driven exploitation have collapsed this 

window to mere minutes. Point-of-time governance controls and manual security processes are no longer 

capable of protecting the corporate perimeter.

To contain these risks, modern organisations must centralise their security paradigms around identity 

governance. Identity has transitioned from a supporting IT project into the primary control plane for 

operational continuity, risk management, and regulatory defensibility. This is highly critical for heavily 

regulated verticals, such as finance, banking, insurance, healthcare, and retail, where the deployment of 

autonomous agents directly intersects with stringent data privacy, cybersecurity, and operational resilience 

mandates. The general availability of Microsoft 365 E7, known as the Frontier Suite, on May 1, 2026, codifies 

this reality by unifying productivity applications, advanced security systems, identity governance, and the 

Agent 365 control plane into a single corporate control plane. This brief provides General Counsel, Chief 

Compliance Officers, and Chief Information Security Officers (CISOs) with the architectural and regulatory 

analysis required to govern an agentic workforce and prove compliance under rigorous audit frameworks.

The Strategic Architecture team at Condatis observes that legacy technical debt, fragmented identity stores 

and reliance on undocumented operational knowledge can significantly increase organisational risk when 

integrating autonomous AI systems. Without consistent identity governance, visibility and accountability, 

organisations risk introducing autonomous capabilities faster than they can effectively govern and control 

them. When organisations attempt to deploy modern AI capabilities on top of fragmented identity and 

governance foundations, they risk creating blind spots in visibility, accountability and access control. As 

autonomous agents proliferate, inconsistent policy enforcement, inherited over-permissioning and unclear 

ownership can undermine both security and operational resilience. By standardising on the Microsoft Entra 

control plane, enterprises can establish a consistent governance framework for human and non-human 

identities, strengthening assurance, improving operational control and supporting regulatory compliance.
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Why AI Agents Create New 
Governance Challenges
As organisations introduce autonomous AI agents 

into business processes, the regulatory landscape 

becomes increasingly complex. Depending on how 

AI is used, organisations may need to demonstrate 

compliance with a combination of UK regulatory 

expectations, sector-specific requirements, data 

protection obligations and, where applicable, 

international frameworks such as the EU AI Act. As 

AI agents gain access to enterprise systems and 

data, organisations must be able to demonstrate 

clear ownership, accountability, oversight and 

auditable control of both human and non-human 

identities. Failure to do so can create regulatory, 

operational and reputational risk.

As autonomous AI agents become more embedded 

in business processes, they are increasingly 

able to operate across systems, access sensitive 

information, make decisions and initiate actions 

with minimal human intervention. This shift is 

creating significant opportunities for efficiency 

and innovation, but it is also attracting growing 

regulatory scrutiny. Regulators are placing greater 

emphasis on organisations’ ability to govern 

AI-driven activity, particularly where automated 

actions could affect customers, employees, critical 

systems or regulated data.

Although regulations vary by industry and 

geography, the core expectations are remarkably 

consistent. Organisations must be able to identify 

and govern both human and non-human identities, 

ensure AI-driven actions are observable and 

auditable, apply appropriate oversight to significant 

decisions, and maintain strict controls over access 

to systems and data. They must also be capable 

of investigating incidents and demonstrating 

compliance to regulators, auditors and customers 

when required. These principles are increasingly 

reflected in frameworks such as the EU AI Act, 

GDPR, DORA and emerging UK AI governance 

approaches.

Against this backdrop, three risks consistently 

emerge as priorities for business and technology 

leaders. Loss of visibility occurs when organisations 

cannot see what AI agents are accessing, doing or 

changing across the environment. Loss of control 

arises when autonomous agents are given broad 

privileges without sufficient governance, increasing 

the risk of unintended actions or security breaches. 

Finally, loss of accountability becomes a concern 

when organisations cannot clearly attribute 

decisions, actions or outcomes to a specific human 

owner or AI system. Together, these risks present 

significant governance, security and compliance 

challenges that organisations must address as AI 

adoption accelerates.

Framework Why executives should care

EU AI Act Increased expectations for transparency, oversight and auditability of AI systems used within scope.

DORA Demonstrable control of identities, access and operational resilience for regulated financial services.

GDPR Accountability for automated decision making and protection of individual rights.
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The Architecture 
of Agentic Control: 
Microsoft E7, Entra 
Suite, and Agent 365
The general availability of Microsoft 365 E7 provides a 

native technical solution to these regulatory pressures. 

By integrating Microsoft Entra ID Governance, the 

Microsoft Entra Suite, and the newly launched Agent 

365 platform, E7 delivers an auditable control plane 

capable of securing both human workforces and 

autonomous agentic networks.

The Human-to-Agent Anchor Model

A primary governance flaw in early enterprise AI 

deployments is the creation of unmanaged, highly 

privileged service accounts that run without clear 

human ownership. Microsoft Agent 365 resolves this 

by enforcing a strict architectural mandate: every 

autonomous AI agent deployed within the enterprise 

must be linked directly to an active employee profile, 

establishing a human-to-agent anchor.

This human-to-agent connection allows the agent to inherit security policies, permissions, and geographical 

boundaries directly from its human sponsor. If a human employee departs the organisation or changes 

departments, legacy manual Joint-Mover-Leaver (JML) processes often fail to decommission their digital 

creations. This failure leaves behind highly privileged zombie agents that continue to run, process data, and 

potentially leak proprietary information. By standardising on Microsoft Entra ID Governance, the enterprise 

automates this lifecycle. The moment HR records an employee termination, the deletion propagates through the 

Entra control plane, automatically revoking and archiving all linked AI agents and non-human identities.

“AI agents behave like privileged users 
that never log out: they act quickly 
across systems, often without clear 
ownership. This is why identity now 
sits at the centre of operational risk, 
because these agents act with high 
privilege and at a scale that legacy 
structures cannot govern.”
Alasdair Murray, Chief Technology & Product Officer
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Continuous Access Evaluation and Threat Radius Suppression

Traditional security models relied on point-of-time authentication, verifying an identity only at the moment of 

login and granting a static token valid for several hours. In an agentic system, where non-human identities 

operate continuously, static validation is obsolete. If a hacker steals a session token or executes a prompt 

injection attack, a static model permits unchecked lateral movement across the network for the duration of the 

token’s lifetime.

Continuous Access Evaluation (CAE) within Microsoft Entra ID mitigates this vulnerability by shifting security 

from static, point-of-time checks to real-time risk evaluation. CAE continuously monitors active session 

telemetry, evaluating real-time risk signals such as impossible travel, anomalous transaction volumes, or 

unusual access hours.

Alasdair Murray explains the operational priority of this transition:

“We have to move away from point-of-time control: checking identity only when 
a user logs in. Let’s get that continuous evaluation in place, where the platform 
constantly reassesses risk signals and shuts down compromise within seconds.”

If an agent or its human sponsor exhibits anomalous behaviour, CAE immediately revokes the active session 

token. This suppresses the breach blast radius, isolating the compromise in seconds rather than hours.

Organisations must also address the growing challenge of Shadow AI, where employees adopt unapproved 

AI tools, browser extensions and autonomous services outside established governance processes. This can 

result in sensitive information being shared with external services beyond organisational visibility or control. 

Microsoft 365 E7 provides multiple layers of visibility and control to address this risk. 

Microsoft Entra Global Secure Access enables discovery of unsanctioned AI applications through network-

level traffic analysis, while Microsoft Defender for Cloud Apps identifies, assesses and governs generative AI 

services based on security, compliance and data protection risk. Microsoft Purview extends this capability 

by providing visibility into AI interactions, sensitive data exposure, compliance obligations and policy 

enforcement. 

Together, these capabilities provide the observability required to identify Shadow AI, understand its risk profile 

and transition users towards governed alternatives. 

Beyond discovery, Microsoft 365 E7 establishes a unified control plane for both human and non-human 

identities. Through Entra, Agent 365, Purview and the Microsoft Security platform, organisations can apply 

consistent identity governance, lifecycle management, access controls, monitoring and auditability across 

users, workloads and AI agents.

This transforms identity from an administrative dependency into a strategic enabler, allowing organisations to 

accelerate AI adoption while maintaining security, accountability and regulatory confidence.
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Navigating Legacy 
Complexity with 
Confidence

For many organisations, the challenge is not 

understanding the destination. It is navigating the 

journey from today’s fragmented identity landscape 

to a modern, governed operating model.

Years of system growth, acquisitions, bespoke 

integrations and localised processes often result in 

fragmented identity ecosystems, duplicated controls 

and inconsistent governance. In many cases, critical 

business processes remain dependent on manual 

intervention and specialist knowledge, increasing 

operational risk and making change difficult to 

execute with confidence.

The introduction of AI and increased automation 

amplifies these challenges. As organisations enable 

Copilot, agents and other AI-enabled services, 

visibility and consistency of identity controls become 

increasingly important. Poorly governed access 

rights, legacy entitlement models and unmanaged 

service accounts can introduce unnecessary risk 

and reduce confidence in AI adoption.

Our experience is that successful transformation 

programmes focus on stabilising identity foundations 

while continuing to deliver business value. This does 

not require disruptive “rip and replace” initiatives. 

Instead, organisations can progressively consolidate 

identity services, simplify governance processes and 

reduce technical debt through a phased transition 

approach.

By establishing Microsoft Entra as a strategic 

identity control plane, organisations can gradually 

reduce complexity, retire duplicate processes and 

create a consistent governance model across 

human and non-human identities. This approach 

provides a practical pathway to modernisation 

while maintaining business continuity and reducing 

operational risk.

The benefits extend beyond risk reduction. Identity 

consolidation frequently delivers measurable 

improvements in operational efficiency, onboarding 

speed, access governance and service delivery. 

Organisations that modernise identity processes 

can significantly reduce manual effort, accelerate 

workforce productivity and create a stronger 

foundation for AI-driven transformation. The result 

is not only a more secure identity estate, but a more 

agile and efficient enterprise capable of adopting 

innovation with confidence.
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Immediate Tactical 
Readiness: Three Quick 
Wins for Enterprise 
Visibility
While long-term architectural modernisation represents a multi-

phased journey, organisations can secure immediate, high-impact 

risk reduction and operational clarity by executing three practical, 

near-term initiatives. These tactical quick wins require minimal 

capital deployment but immediately expose vulnerabilities and 

prepare foundations for the Microsoft 365 E7 transition.

1. Provoke Critical Inquiry: 
Ask Challenging Questions of Your Engineering Teams
To dismantle comfortable security assumptions, leadership must pose rigorous, precise technical questions to 

their security and operations teams. Rather than accepting generic compliance assurances, CISOs and Risk 

Officers should demand auditable proof by asking:

“Do we have a complete, active inventory of all non-human identities, and can we 
explicitly map each one to a designated owner and a specific business purpose?”

“If an administrator or an AI builder departs the organisation today, is there an 
automated process to identify and revoke the permissions of every digital agent, 
API token, or service account they spawned?”

“Can we actively prove that we enforce the principle of least privilege, or are 
our non-human workloads operating with silent, unchecked administrative 
access across our databases?” 7 These questions expose hidden gaps in current 
governance structures and trigger the transition from passive observation to active, 
defensive inquiry.
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2. Execute a Top-Level Hygiene Audit: 
Remediation Before Acceleration
Before deploying any advanced AI systems or upgrading to Microsoft 365 E7, organisations must conduct a top-

level hygiene audit of their existing Active Directory and Entra environments. Deploying automated agentic tools 

on top of unstructured, messy directories risks undetected risk accumulation. This rapid, high-level audit must 

focus on three primary vectors:

Identifying Orphaned Accounts: 
Locate and deactivate legacy service accounts and departed employee profiles 
that remain active within parallel directories.

Mapping Permission Lineage: 
Identify nested security groups and excessive administrative rights that could allow 
an AI agent to search, retrieve, and leak sensitive corporate data.

Quantifying MFA Coverage: 
Assess where non-human workloads and service principals bypass multi-factor 
authentication without adaptive, context-aware policy controls. Standardising this 
foundational hygiene ensures that when Agent 365 and Copilot are activated, they 
operate safely within robust, well-defined boundaries.
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3. Bring Stakeholders Together 
and Identify Executive Sponsors
To successfully govern an agentic workforce, enterprises must break down the traditional silos separating 

security, product development, HR, and compliance. Identity governance is no longer a localised IT project; it is 

a shared operational plane. Organisations must immediately bring key stakeholders together to establish cross-

functional alignment and assign executive sponsors:

Appoint Agent Sponsors: Require that every active or planned AI agent is assigned 
a designated business owner who is legally and operationally accountable for its 
lifecycle.

Align IT and HR: Establish a unified, automated Joint-Mover-Leaver (JML) sync 
between HR payroll systems and Entra ID to ensure that human departures 
propagating through the directory instantly revoke linked agentic permissions.

Establish the AI Governance Council: Conjointly run by the CISO, CIO, and Chief 
Compliance Officer to oversee the safe rollout of Agent 365 and evaluate tool 
consolidation opportunities. By formalising these sponsorships, the enterprise 
establishes a clear chain of custody and accountability before scaling its digital 
workforce.
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Strategic Action Plan for the C-Suite
The successful adoption of AI is not primarily a technology challenge. It is a governance 

challenge requiring clear ownership across legal, risk, security, technology and business 

leadership. Organisations that establish accountability early will be better positioned to scale 

AI safely, demonstrate regulatory compliance and realise business value with confidence.

1. Establish Executive Accountability for AI 
Executive owner: CEO, General Counsel, 
Chief Risk Officer

AI agents should be governed as an extension 
of the enterprise operating model rather than as 
standalone technology initiatives. Leadership 
teams should establish clear accountability for the 
oversight of AI-driven decisions, ownership of AI-
enabled business processes, and management of 
associated risks.

Desired outcome:
Clear ownership and accountability.

Demonstrable governance.

Reduced regulatory and legal exposure.

2. Create a Unified Governance Framework 
Executive owner: Chief Compliance Officer, General 
Counsel

Organisations should align AI governance with 
existing risk, compliance and assurance processes 
rather than creating parallel control structures. The 
objective is to ensure that AI-related activity can be 
monitored, audited and explained using the same 
governance principles applied to other business-
critical systems.

Desired outcome:
Regulatory readiness.

Improved auditability.

Consistent governance across human and non-
human identities.

3. Strengthen Identity as the Foundation for AI 
Executive owner: CIO, CISO

Identity has become the control plane for AI. Before 
AI can be deployed at scale, organisations should 
establish consistent governance, visibility and 
lifecycle management across human users, service 
accounts, workloads and AI agents. This reduces 

operational complexity while improving confidence 
in AI-driven outcomes.

Desired outcome:

Reduced operational risk.

Stronger security posture.

Greater confidence in AI adoption.

4. Prioritise Operational Resilience 
Executive owner: CIO, CISO

As organisations become increasingly dependent 
on automation and AI-driven workflows, resilience 
becomes a business requirement rather than a 
technical concern. Organisations should ensure 
that critical identity and access services remain 
recoverable, observable and resilient during 
disruption.

Desired outcome:

Reduced business disruption.

Faster recovery from incidents.

Improved operational assurance.

5. Measure Business Value, Not Technical Activity 
Executive owner: CIO, CISO

AI governance should ultimately be judged 
by business outcomes. Organisations should 
track measurable improvements in operational 
efficiency, onboarding speed, access governance, 
audit readiness and risk reduction to ensure that 
investment in identity modernisation delivers 
tangible value.

Desired outcome:

Faster onboarding and access provision.

Lower operational costs.

Accelerated AI adoption.

Clear return on investment.
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